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Abstract
In this project, we investigate how well deep learning algorithms can be used to navigate in a partially observable
(PO) grid map (as in Fig. 1). We have implemented popular reinforcement learning architectures, including Value
Iteration Networks (VIN), Policy Gradient (PG) and Deep
Q-Network (DQN) to solve this task. As a result, we show
that VIN performs strongly whilst other deep reinforcement learning algorithms fail to generalize. The performance of VIN on PO grid maps is compared with the ground
truth computed by A? algorithm in a fully observable (FO)
grid map and D? algorithm in a PO grid map. Our code
and documentation can be found at: http://dgyblog.
com/projects-term/rlvision.html
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Figure 1. The agent had to find a path towards the goal by only
being able to partially observe the environment along the way. (a)
PO grid map example, with blue and red stars as start and goal
position respectively; (b) Simulation of an aerial drone equipped
with a LIDAR sensor.
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1. Introduction
Autonomous navigation is a critical challenge in many
real-world applications, e.g. drones, robots, autonomous
driving, etc. In this report, we model this problem as a PO
grid map navigation problem: the agent is tasked to reach a
goal point with limited perspective of a 5 × 5 neighborhood
(radius of 3 pixels). The black (set as logical 0) indicates
obstacle/unexplored area and the white (set as logical 1) indicates the free space. While the grid map is explored, the
agent has to take a series of actions in order to reach the
goal.
The navigation problem in this report can be formulated
as a Markov Decision Process (MDP) since the agent takes
decisions in a sequential manner. An MDP contains a set
of states s ∈ S (e.g. Fig. 1(a)), a set of actions a ∈ A (e.g.
directions), a reward function R(s, a) that returns the immediate feedback according to a given state and action (s, a)
and a probabilistic transition kernel P (st+1 |st , at ) which
updates the environment to a new state based on the previous state and the choice of an action. The policy function
π(a|s) is defined as a probability distribution over actions
given each state. The value function can be defined as the
expected value of the total discounted reward when starting

t=0

The E denotes the expectation on the trajectories subject to
π and γ ∈ (0, 1) denotes the discount factor. The optimal
policy is chosen as the one that maximizes the value function:
∗
V π (s) = max V π (s)
π

In this project, we evaluate the performance of deep
learning algorithms to solve this navigation task. The goal
is to find an optimal policy π ? for the agent that takes the
state of the environment s and then computes the action a,
where the policy itself is encoded by a deep neural network.
In particular, we chose and evaluated popular reinforcement
learning (RL) architectures including Policy Gradients [13],
Deep Q-Networks [10] and Value Iteration Networks [14]
(details in section 3). Our contributions follow below:
• A benchmark dataset that consists of 15,000 different
grid maps in three sizes and 105,000 paths generated
to evaluate the performance of the algorithm in PO environment. (Section. 4.1)
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Figure 2. VIN architecture

• We successfully adapted Value Iteration Networks
(VIN) to work with PO environments. The network
shows a strong capability of exploring and planning
in unseen grid maps. This extends the results of the
original VIN paper where only a FO environment
was considered. [14] (Section 3, 4)

the access to high-level information such as obstacle detection. Another example of solving navigation by using REINFORCE algorithm is presented in [8] in which the agent
tried to minimize the movements for reaching the goal position and kept a safe distance from the obstacles. In [15], instead of making decisions based on the raw sensor data, the
model first calculates a “risk” distribution and uses the measurement for planning the path. In this project, we adapted
the approach where a differentiable neural network takes
raw inputs from the environment and makes decisions directly, as seen in recent deep reinforcement learning papers
(e.g. [10]). In fact, no prior knowledge is assumed before
the network is trained.
Many planning tasks can be constructed as an MDP, as
defined in section 1. Value iteration (VI) is a popular algorithm to compute the optimal value function V ? and π ? in
the MDP environment [1, 2]. It firstly denotes a weighted
sum of the current reward function and the expectation of
the next state at iteration k
X
Q(s, a) = R(s, a) + γ
P (s0 |s, a)Vk (s0 )

• We demonstrated that other RL methods fail to generalize during training. Due to computational and time
constraints, quantitative evaluation of DQN and PG
methods are not presented. (Section. 3, 4)
• A D? algorithm implementation as a reference solution
to PO environments. We implemented a communication interface between our Python control flow and a
pre-compiled C++ library [9] via zeromq [7]. (Section. 2, 4)
• The demo application of this project is implemented
in Gazebo, a simulator for robotics that includes a
physics engine and can simulate different sensor readings. We also used RotorS [4] together with ROS
(Robot Operating System) [11] to control the aerial
drone.

s0

and the value function of the next step is taken as the maximum with respect to the actions.

2. Related Work

Vk+1 (s) = max Qk (s, a), ∀s
a

The navigation problem in FO environment can be effectively and optimally solved by shortest path algorithms
such as Dijkstra’s algorithm [3] and A? algorithm [6]. The
same problem for PO environment is explored by a variant of A? algorithm – D? algorithm where the unexplored
region is treated as free space [12].
Another approach towards this task is making use of reinforcement learning. In [5], the authors used policy gradients to modify the precomputed parameters of a potential
field for a single simple grid map and the agent also has

It has been shown that the value function converges to V ?
as k → ∞ and the optimal policy is derived as
π ? (s) = arg max Q∞ (s, a)
a

3. Method
3.1. Value Iteration Network
VIN [14] is implemented as a form of Convolutional
Neural Network (ConvNet) in which the value iteration al2

gorithm is realized through a planning module. The network architecture of this project is similar to VIN in the
original paper (Fig. 2) with different number of parameters.
The network receives two feature maps as input: one is the
current state of the grid map (e.g. Fig. 1(a)), while the other
one is the reward map, which is a one-hot map that encodes
the reward at the goal position and zero otherwise. The current position’s coordinate is also fed to the network as an
additional input. The network then predicts the next action
from the eight cardinal directions: north (↑), south (↓), east
(→), west (←), northeast (%), northwest (-), southeast
(&) and southwest (.).
The authors assumed that there is some unknown MDP
M̄ that is very similar to the true MDP M of the domain.
The policy obtained in M̄ can be equivalently good as in
M . However, neither M nor M̄ is known in advance and
need to be explored. The novelty of VIN is that the policy
is equipped with the ability to learn and solve M̄ , and the
solution of M̄ is added as an element in the policy π.
In the policy learning process, there is a reward function
R̄ = fR and a state transition function P̄ = fP . The function fR can map the image of the grid map to a high reward
at the goal, and negative rewards near obstacles, while fP
can encode deterministic actions in the grid map. Although
the obtained rewards and transitions can deviate from the
true values, an optimal plan in M̄ can still find a strategy
that reaches the goal without hitting obstacles.
The input of the VI module is a reward map R̄ ∈
Rl×m×n . The reward map is fed into a convolutional
layer Q̄ with Ā channels and a linear activation function,
Q̄ā = R̄ ∗ W ā where ∗ indicates convolution. Each channel
in this layer matches the Q value for a particular action in
a certain position. After that, the layer is max-pooled along
the actions channel so that the next-iteration value function
layer V̄ = maxā∈Ā Q̄ā is produced. The next-iteration value
function layer V̄ is then stacked with the reward R̄ and fed
back into the convolutional layer and the max-pooling layer
k times, thus performing k iterations of VI [14].

tal discounted reward when taking a given action in a given
state and subsequently following the optimal policy. The
optimal policy selects the action with the highest reward
given the state.
Deep Q-Network (DQN) is proposed in [10]. It is essentially a Q-learning method using approximate action-value
function Q(s, a; θ) in which θ is parameterized by a neural
network. To perform experience replay, the experiences at
each time-step t are stored in a data set Dt = {e1 , ..., et }
where et = (st , at , rt , st+1 ). During learning, Q-learning
updates are applied on samples of experience (s, a, r, s0 ) ∼
U(D), drawn uniformly at random from the stored samples.
At training iteration i, DQN updates using the loss funcQ(s0 , a0 ; θ̄i ) −
tion Li (θi ) = E(s,a,r,s0 )∼U (D) [(r + γmax
0
a

Q(s, a, ; θi ))2 ], where θi are the parameters of the DQN
at the ith training iteration and θ̄i are the DQN parameters
used to compute the Q value at the training iteration i. The
DQN parameters θ̄i are only updated with the parameters
θi every certain steps and are fixed between individual updates.

4. Results
4.1. Experiment configuration
In order to evaluate the performance of the planning
algorithms and deep learning methods, we have collected
a dataset that consists of 15,000 grid maps in three sizes
(5,000 maps each): 8 × 8, 16 × 16 and 28 × 28. The grid
maps are generated by an algorithm which is the same as
in [14]. Each map has one goal point and seven random
start points. The entire dataset contains 105,000 different
ground truth paths that are computed by A? algorithm in a
FO environment (Fig. 3(a), (e) and (i)).
D? algorithm is implemented as a reference model for
the PO environment (Fig. 3(b), (f), (j)). As the agent cannot
observe the full map in the PO environment, D? algorithm
may not find the optimal path as A? in FO environment (e.g.
Fig. 3(b), (f)).
We evaluate the performance of three algorithms on
the dataset: A? , D? and VIN. We decided to discontinue
the evaluation on Policy Gradient methods and Deep QNetworks because they both failed to find a good solution
to a single grid map or to generalize in multiple grid maps.

3.2. Policy Gradient
Policy gradient (PG) is first proposed in [13]. PG assumes that the policy is parameterized by θ ∈ RK , namely
the conditional probability distribution over actions for each
state becomes πθ (a|s). The general goal of policy optiK
mization is to optimize the parameters
P∞ θt ∈ R so that the
πθ
expected return J(θ) = E { t=0 γ rt } is maximized,
where γ is a discounted factor and rt is the reward at time
step t. The policy can be parameterized using a neural network.

Table 1. Average path difference between learned policy and A?
ground truth (unit: number of steps).

Environment
8×8
16 × 16
28 × 28

3.3. Deep Q-Network
The principle of Q-learning is to learn an action-value
function Q : S × A → R that converges to the expected to3

A?
0
0
0

D?
0.0124
0.3426
0.1606

VIN-PO
0.0526
0.7144
0.5074

PG
n/a
n/a
n/a

DQN
n/a
n/a
n/a

Grid size: 28 × 28

(a) A? ground truth

(b) D?

(c) VIN well-trained

Grid size: 16 × 16

(e) A? ground truth

(f) D?

(j) D?

(d) VIN early-trained

Grid ID: 14

(g) VIN well-trained

Grid size: 16 × 16

(i) A? ground truth

Grid ID: 77

(h) VIN early-trained

Grid ID: 84

(k) VIN well-trained

(l) VIN early-trained

Figure 3. Result comparison between A? groundtruth, D? , VIN well-trained network (after 80 training epochs) and early trained-model
(after 1st training epoch). Blue ?, red ? and colored • represent start position, goal position and path respectively.

4.2. Analysis of VIN results

8 units (more implementation details in the project repository). Note that the VIN is trained with imitation learning, hence the network has the access to ground truth during
training. All models are trained with mini-batch stochastic
gradient descent (SGD) for 80 epochs. The training loss is
shown in Fig. 5. Training curves for all models drop sharply
in the first 15 epochs.
Fig. 3 illustrates three different grid maps that exhibit
interesting behaviors. A well trained VIN can generally
find a good path in PO grid map (Fig. 3(c), (g) and (k)).
Fig. 3(d) showed that even if VIN is only trained with one
epoch, it sometimes could reach the goal by taking a long
detour. Fig. 3(h) presents an early-trained model that failed
to learn obstacle avoidance, and Fig. 3(l) presents an agent
that keeps oscillating between two states.
The VI module is the core component that allows VIN to
conduct “planning”. Fig. 4 presents the VI module’s estimation of the value function from different steps. The learned

There are in total three models that are trained for different grid sizes. As mentioned in section 3, the VIN receives
the current state of the PO grid map, the reward map and
the current position coordinates and then computes the next
move from the eight possible directions. The grid map is
then updated after making the move. The network is tasked
to learn an optimal policy that can navigate the PO grid map
from raw pixel inputs. There is no prior information of the
grid map representation.
Besides the size of the grid maps, the same network architecture is used for all trained models. The first convolution layer has 150 3 × 3 filters. And then the reward estimation is conducted by aggregating the output 150 feature
maps in the second convolution layer. The value map is
computed by the VI module through k = 20 iterations and
finally the next action is determined by a softmax layer with
4
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(a) VIN well-trained
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(e) VIN well-trained

(f) step 1
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Figure 4. Value maps from different steps. The network tends to choose the next action according to the maximum value from neighborhood.
Orange ?, black ? and purple • represent start position, goal position and agent’s position at the step respectively.

VIN agent tends to select the direction which associates
higher value (Fig. 4(c), (g), (k)). As the agent walks through
the grid map, the value at target position grows higher than
previous steps (Fig. 4(d), (h), (l)).
Amazingly, even though the network has no prior knowledge of the grid map representation, the learned policy can
almost always safely navigate in the grid map. Tab. 1
presents a general performance of VIN by calculating the
average path difference from A? ground truth. The trained
VIN model gives a promising result that performs almost
like the ground truth path in 8 × 8 grid maps, and takes
less than one step more in the 16 × 16 and 28 × 28 grid
maps. Although D? generally performs better than VIN,
a well trained VIN can sometimes plan a more reasonable
path than D? . For example, the path produced by welltrained VIN (Fig. 3(c)) follows the optimal path (Fig. 3(a)
in the early steps whereas D? chose a more expensive path

Figure 5. The training losses of three different grid map sizes.

5

(Fig. 3(b)).

Grid size: 28 × 28

Grid ID: 77

4.3. Analysis of DQN and PG results
As we mentioned in previous sections, DQN and PG
methods failed to deliver presentable results on this task.
From our experiments, it usually takes very long for DQN
and PG methods to find a solution in a single grid, and it
appears that the learned policy does not generalize for other
grid maps.
Fig. 6 presented some selected results from DQN. After
10,000 episodes of training, the learned policy can generally
try to explore wider area without oscillation (Fig. 6(b), (d),
(f)). However, they cannot reach the target efficiently and
usually fail in complicated maps. We have found a similar
behavior when using Policy Gradient methods.

(a) DQN early-trained
Grid size: 16 × 16

(b) DQN 10,000 episodes
Grid ID: 14

5. Conclusion
In this project, we have demonstrated that, in addition
to FO cases (described in [14]), VIN also works strongly
on the navigation problem on PO grid maps. As shown
in section 4, the trained VIN model gives a promising result
that almost performs as the ground truth path. The network
learns the map representation by only observing raw pixels
and successfully generalizes to unseen grid maps.
Also, it is shown that RL algorithms such as Policy Gradients and Deep Q-Network do not fit this task although
they are capable of finding a path where the grid map is not
too complicated. At this point, we could not offer a strong
explanation on why these methods failed to find the optimal
path or generalize to unseen grid maps. However, the lacking of explicit planning module may be one of the reasons
as described by [14].
Even though we have found a deep network that can
solve this navigation task, the grid map setup is still a very
constraint environment in terms of size and complexity of
the grids. In the future, we would like to extend this work
in a real world drone navigation scenario.
Finally, we implemented a demonstration of the application of VIN on a drone equipped with a LIDAR, using
Gazebo robotic simulator.

(c) DQN early-trained
Grid size: 16 × 16

(e) DQN early-trained

(d) DQN 10,000 episodes
Grid ID: 84

(f) DQN 10,000 episodes

Figure 6. Selected DQN result from three grid maps
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